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Abstract

The standard Support Vector Machine formulation does notige its user with
the ability to explicitly control the number of support verg used to define the
generated classifier. We present a modified version of SVMathaws the user
to set a budget parametBrand focuses on minimizing the loss attained by the
worst-classified examples while ignoring the remainingnepies. This idea can
be used to derive sparse versions of hbthSVM and L2-SVM. Technically, we
obtain these new SVM variants by replacing theorm in the standard SVM for-
mulation with various interpolation-norms. We also adéet 8MO optimization
algorithm to our setting and report on some preliminary expental results.

1 Introduction

The L1 Support Vector MachindL1-SVM or SVM for short) [1, 2, 3] is a powerful tech-
nique for learning binary classifiers from examples. Givetraning set{(x;,y;)}", and

a positive semi-definite kernek’, the SVM solution is a hypothesis of the form(x) =
sign (Y-, cq @iy (x4, %) + b), whereS is asubset of 1, ..., m}, {a;}ic are real valued weights,
andb is a bias term. The sé&t defines thesupportof the classifier, namely, the set of examples that
actively participate in the classifier's definition. The eyaes in this set are callesipport vectors
and we say that the SVM solution is sparse if the fraction ppsut vectors|(S|/m) is reasonably
small.

Our first concern is usually with the accuracy of the classititowever, in some applications, the
size of the support is equally important. Assuming that tben&l operatoi< can be evaluated in
constant time, the time-complexity of evaluating the dféesson a new instance is linear in the size
of S. Therefore, a large support defines a slow classifier. Gieston speed is often important
and plays an especially critical role in real-time systerfsr example, a classifier that drives a
phoneme detector in a speech recognition system is evdlhatedreds of times a second. If this
classifier does not manage to keep up with the rate at whiclsghech signal is acquired then
its classifications are useless, regardless of their acgurBhe size of the support also naturally
determines the amount of memory required to store the &iksdif a classifier is intended to run
in a device with a limited memory, such as a mobile telephtimere may be a physical limit on
the amount of memory available to store support vectors. site of S may also effect the time
required to train an SVM classifier. Most modern SVM learrétgporithms areactive set methods
namely, on every step of the training process, only a smabfsactive training examples are taken
into account. Knowing the size ¢f ahead of time would enable us to optimize the size of theeactiv
set and possibly gain a significant speed-up in the trainioggss.

The SVM mechanism does not give us explicit control over the of the support. The user-defined
parameters of SVM have some influence on the sizé,0but we often require more than this.
Specifically, we would like the ability to specifylaidget parameter3, which directly controls the

number of support vectors used to define the SVM solution.his paper, we address this issue



and presenbudget-SVMa minor modification to the standaidi-SVM formulation that allows
the user to set a budget parameter. The budget-SVM optiimizptoblem focuses only on the
worst-classified examples in the training set, ignoringptier examples.

The problem of sparsity becomes even more critical whenntesoto.2-SVM [3], a variant of the
SVM problem that tends to have dense solutioh-SVM is sometimes preferred ovérl-SVM
because it exhibits good generalization properties, acasadther desirable statistical characteris-
tics [4]. We derive the budget2-SVM formulation by following the same technique used tager
budget{.1-SVM.

The technique used to derive these SVM variants is as folléies begin by generalizing thel-
SVM formulation by replacing thé-norm with an arbitrary norm. We obtain a general framework
for SVM-type problems, which we nicknamfeny-Norm-SVMNext, we turn to thell-method of
norm interpolation to obtain the — oo interpolation-norm and th2 — oo interpolation-norm, and
use these norms in the Any-Norm-SVM framework. These norms the property that they depend
only on the absolutely-largest elements of the vector. Weae this property and show that our
SVM variants construct sparse solutions. For each of thesas) we present a simple modification
of the SMO algorithm [5], which efficiently solves the resfiee optimization problem.

Related Work The problem of approximating the SVM solution using a reduset of examples
has received much previous attention [6, 7, 8, 9]. This teglntakes a two-step approach: begin
by training a standard SVM classifier, perhaps obtainingre@esolution. Then, try to find a sparse
classifier which minimizes thé2 distance to the SVM solution. A potential drawback of this ap
proach is that once the SVM solution has been found, thelalision from which the training set was
sampled no longer plays a role in the learning process. §hiares the fact that shifting the SVM
classifier by a fixed amount in different directions may hasgahtically different consequences on
classification accuracy. We overcome this problem by tattiegapproach of [10] and reformulating
the SVM optimization problem itself in a way that promotesusity. Another technique used to
obtain a sparse kernel-machine takes advantage of theeimisgarsity of linear programming solu-
tions, and formalizes the kernel-machine learning proldsra linear program [11]. This approach,
often calledLP-SVMor Sparse-SVMhas been shown to generally construct sparse solutiohs, bu
still lacks the ability to introduce an explicit budget paweter. Yet another approach involves ran-
domly selecting a subset of the training set to serve as stpgctors [12]. The problem of learning
a kernel-machine on a budget also appears in the onlinedtepmistake-bound framework, and it
is there where the term “learning on a budget” was coined. [I8b recent papers [14, 15] propose
online kernel-methods on a budget with an accompanying¢tieal mistake-bound.

This paper is organized as follows. We present the genedhlimy-Norm-SVM framework in
Sec. 2. We discuss thE-method of norm interpolation in Sec. 3 and put various jaéation
norms to use within the Any-Norm-SVM framework in Sec. 4. fhim Sec. 5, we present some
preliminary experiments that demonstrate how the thezakpiroperties of our approach translate
into practice. We conclude with a discussion in Sec. 6. Dubadack of space, some of the proofs
are omitted from this paper.

2 Any-Norm SVM

Let {(x;,y:)}™, be a training set, where every belongs to an instance spageand everyy,; €
{-1,+1}. Let K : X x X — R be a positive semi-definite kernel, and ¥tbe its corresponding
Reproducing Kernel Hilbert Space (RKHS) [16], with inneoguct(-, -);,. The L1 Support Vector
Machine is defined as the solution to the following convexrojation problem:

: 1 ; . . _
P SEOH +ClEL st VI<i<m y(f(x)+b)>1-& , (1)

whereg is a vector ofm slack variables, and’ is a positive constant that controls the tradeoff
between the complexity of the learned classifier and how ivélis the training data. The value
of &; is sometimes referred to as thenge-lossattained by the SVM classifier on exampleThe
1-norm, defined by|&|l; = -1, |&], is used to combine the individual hinge-loss values into a
single number.



L2-SVM is a variant of the optimization problem defined abo\edjried as follows:
. 1 2 <3< . . D Y
e ool N+ COIEE st Vi<i<m pi(f() +8) 21-¢

This formulation differs from thd.1 formulation in that thel-norm is replaced by thequared2-
norm, defined by£[3 = Y-, &2. In this section, we take this idea even farther, and allosv th
1-norm of L1-SVM to be replaced by any norm. Formally, |t || be an arbitrary norm defined on
R™. Recall that a norm is a real valued operator such that falyewe= R™ andA € R it holds
that||Av| = |A||lv|| (positive homogeneity)|v|| > 0 and|v| = 0 if and only if v = 0 (positive
definiteness), and that satisfies the triangle inequalitgw onsider the following optimization
problem:

o (UL NH +ClEl st VIi<i<m y(fx)+b)>1-& . (2

L1-SVM is recovered by settinfj - || to be thel-norm. Setting|| - || to be the 2-norm induces an
optimization problem which is close in natureit@-SVM, but not identical to it since th&-norm is
not squared. Combining the positive homogeneity propdrty-d| with the fact that it satisfies the
triangle inequality ensures that the objective functioiqf (2) is convex.

An important class of norms used extensively in our dermrais the family ofp-norms, defined for
everyp > 1by |[v|l, = (3272, |v;[?)!/?. A special member of this family is the-norm, which is
defined by||v||oc = lim,_. ||v||, and can be shown to be equivalenitax; |v;|. We also use the
notion of norm duality. Every norm oR™ has a dual norm which is also definedRf¥. The dual
norm of|| - || is denoted by] - ||* and given by

ful* = oY

= a;
vl verm':v]l=1

u-v . 3)

max
vER™

As its name implies|| - ||* also satisfies the requirements of a norm. For exampélet’s inequal-
ity [17] states that the dual d@if- ||, is the norm| - ||, whereg = p/(p — 1). The dual of thel-norm
is theco-norm and vice versa.

Using the definition of the dual norm, we now state the duahagation problem of Eq. (2):

max 2;07 - %2;aiajyiyjK(xi,xj) s.t. Eyiozi =0 and || <C . (4)

1= 1=1 5= =
As a first sanity check, note that|jf- || in Eq. (2) is chosen to be thenorm, then|| - ||* is theocc-
norm, and the constraifjtr||* < C reduces to the familiar box-constraintf-SVM [3]. The proof
that Eq. (2) and Eg. (4) are indeed dual optimization proklesties on basic techniques in convex
analysis [18], and is omitted due to the lack of space. Maggatcan be shown that the solution
to Eq. (2) takes the fornf(-) = > | a;y: K (x;,-), and that strong duality holds regardless of the
norm used. This allows us to forget about the primal problef&d. (2) and to focus on solving the
dual problem in Eq. (4). As witlL1-SVM, the bias termb, cannot be directly extracted from the
solution of the dual. The standard techniques used tafind.1-SVM apply here as well [3].

We note that the Any-Norm-SVM formulation is not fundamédigtdifferent from the originalL1-
SVM formulation. Both optimization problems have convexeative functions and linear con-
straints. More importantly, the only difference betweeeithespective duals is in the dual-norm
constraint. Specifically, the objective function in Eq. {¢)a concave quadratic function for any
choice of| - ||. These facts enable us to efficiently solve the problem in(&Edor any kernelK’ and
any norm using techniques similar to those used to solvetimelard. 1-SVM problem.

3 Interpolation Norms

In the previous section, we acquired the ability to repldeeltnorm in the definition ofL.1-SVM
with an arbitrary norm. We now use Peetr&smethod of norm interpolation [19] to obtain norms
that promote the sparsity of the generated classifier. Ahmethod is a technique for smoothly
interpolating between a pair of norms. Lgt ||,, : R — Ry and|| - ||, : R™ — Ry be two
p-norms, and lef - ||,, and|| - ||,, be their respective dual®eetre’sK -functionalwith respect to
p1 andp,, and with respect to the constant 0, is defined to be

Vlkup =, min (1wl +tllzllp.) - ®)

\Z : WHzZ=V



Peetre’sJ-functionalwith respect tay, g2, and with respect to the constant- 0, is given by

lllsqugae) = max { g, slulgs } - (6)

The J-functional is obviously a norm: the properties of a normfallow immediately from the
fact that|| - ||, and]| - ||,, posses these propertieg.- ||k (p, ..+ IS also a norm, and moreover,
Il - I (p1,pa,t) @NA]| - || 7(q,.40,5) @r€ dual to each other when= 1/s. This fact can be proven using
elementary calculus, and this proof is omitted due to thke ¢tdspace.

We use the/{-method to interpolate between thenorm and thexo-norm, and to interpolate be-
tween the2-norm and thexc-norm. To gain some intuition on the behavior of these irdkiion-
norms, first note that for any > 1 and anyv € R™ it holds thatmax; [v;[? < >, [v;]? <
mmax; |v;|P, and thereforé|v|ls, < ||[v], < m!/?|v|«. An immediate consequence of this is
that|| - ||k (p,cot) = || * [lo When0 < ¢ < 1 and that]] - || x(p,0et) = || - [, Whenm!/? < ¢, In
other words, the interesting rangetdbr the 1 — oo interpolation-norm i1, m|, and for the2 — co
interpolation-norm i1, /m].

Next, we prove a theorem which states that interpolatipgnarm with theso-norm is approximately
equivalent to restricting thatnorm to the absolutely-largest components of the vectmecBically,
thel — oo interpolation norm with parametewith ¢ chosen to be an integer jih, m]) is precisely
equivalent to taking the sum of the absolute values of #iesolutely-greatest elements of the vector.

Theorem 1. Letv be an arbitrary vector inR™ and letw be a permutation od1,...,m} such
that|vy1)| > ... > |vz(ml. Thenfor any integeB in {1,...,m} it holds that||v|| x(1,00,8) =

Zf;l |vx(y|, and for anyl < p < oo, if t = B/ then it holds that

B 1/ B 1/ '
(Zizt loa@P) " < IVl @oos < (Xicy lox@[?) " + BYPlogm)] -

Proof. Beginning with the lower bound, et andz be such thatv + z = v. Then

(S o=@?) " = (S8 waty + 2npl?) "

< (S Jww@?) "+ (S8 Jzago 7))
< (22, |w7r(i)|p)1/p+ (B max; |z;[P)1/P
< (2m JwilP) "+ tllzl|oe

where the first inequality is the triangle inequality for fh@orm. Since the above holds for any
andz such thatw + z = v, it also holds for the pair which minimize§_7" | |w;[?)/? + t||z]| .
and which define§v|| x(, «+). Therefore, we have that,

B 1/
(il lva@P) P < IVlkpoos - )

Turning to the upper bound, leb = |v(p)|, and define for alll < i < m, w; =
sign(v;) max{0, |v;| — ¢} andz; = sign(v;) min{|v;|, ¢}. Note thatw + z = v, and that

B
Y @l = Wl + Blz]s -
i=1

This proves thallv|| k (1,0,5) < Zf; |vr(;y| @and together with Eq. (7) we have proven our claim
for p = 1. Moving on to the case of an arbitrapywe have that

Vil @poen = min (W, +zlle) < [[Wl,+tlz]e -

WwWHz=v

Since the absolute value of each elementiris at most as large as the absolute value of the

corresponding element of, and sincew (1) = ... = W, = 0, we have thaf|wl|[, <
(Zf;l\vﬂ(ml’)l/l’. By definition, ||z|].c = ¢ = |vxp|. This proves thal|v||x(p ooy <

(Zf;l [ur (i) [P) /P + t|vr ()| and together with Eq. (7) this concludes our proof for aditp. [



4 Deriving Concrete Algorithmsfrom the General Framewor k

Ouir first concrete algorithm is budgét-SVM, obtained by plugging the— co interpolation-norm
with parametetB into the general Any-Norm-SVM framework. Relying on Thmwie know that
this norm takes into account only the largest values irf. Since¢& measures how badly each
example is misclassified, the budget-SVM problem essentially optimizes the soft-margin with
respect to the3 worst-classified examples. We now show that this properynptes the sparsity
of the budget£ 1-SVM solution.

If there are less thaB examples for whicly; (f(x;)+0b) < 1, then the KKT conditions of optimality
immediately imply that the number of support vectors is lgsmn B. This holds true for every
instance of the Any-Norm-SVM framework, and is proven fdrSVM in [3]. Therefore, we focus
on the more interesting case, wheréf (x;) + b) < 1 for at leastB examples.

Theorem 2. Let B be anintegerin{1,...,m}. Let(f,b, &, &) be an optimal primal-dual solution
of the primal problem in Eq. (2) and the dual problem in Eq, @here|| - || is chosen to be the— co
interpolation-norm with parameteB. Defineu; = y;(f(x;) + b) and letw be a permutation of
{1,...,m} such thatu,r(l) <o < fr(m) - ASSUME thaﬂl.,r(B) < 1. Then,ay = 0 if Ha(B) < Hk-

Proof. We begin the proof by redefining = max{1 — p;,0} forall 1 < i < m and noting
that (f,b, &, ) remains a primal-dual solution to our problem. The benefistafting with this
specific solution is thag(1) > ... > (). Letk be an index such that, gy < u and define
&, = 3(& + & (). Moreover, let¢’ be the vector obtained by replacing thi¢h coordinate in
¢ with &, or in other wordsg’ = (&1,...,&},...,&n). Using the assumption that, z) < 1,
we know that{ ) > 0, and sinceu, > . (p) We get thatf, < &,(p). We can now draw two
conclusions. First, (1) > ... > &) > &, and thereforé|¢’|| i (1.00,5) = 1€]| k(1,00,5)- Second,
& < &, and thereforet’ satisfies the constraints of Eq. (2). Overall, we obtain tifat, &', o) is
also a primal-dual solution to our problem. Moreover, wewrbat1 — i, < &;. Using the KKT
complementary slackness condition, it follows that the Lagrange multiplier corresponding to
this constraint, must equél O

Defining i1; andw as above, a simple corollary of Thm. 2 is that the number opsttprectors is
upper bounded by in the case that(p) # iir(B+1)-

From our discussion in Sec. 3, we know that the dual ofithecc interpolation-norm is the func-
tion max{||ul|ec, (1/B)|lull1}. Plugging this definition into Eq. (4) gives us the dual ofitin
tion problem of budgef>1-SVM. The constrainfja||* < C simplifies toa; < C for all ¢ and
>, o < BC. To numerically solve this optimization problem, we turnthe Sequential Mini-
mal Optimization(SMO) [5] technique. We briefly describe the SMO techniquel then discuss
its adaptation to our setting. SMO is an iterative proce$sclvon every iteration selects a pair of
dual variablesqy, andc;, and optimizes the dual problem with respect to them, |epaihother
variables fixed. The choice of the two variables is deterohioy a heuristic [5], and their optimal
values are calculated analytically. Assume that we statt wivectora. which is a feasible point
of the optimization problem in Eq. (4). When restricted to tlve active variablesy; andq;, the
constrainty", ,, , a;y; = 0 simplifies toaf®y, + af*"y, = af%;, + of'%y,. Put another way, we
can slightly overload our notation and define the linear fions

ak()\) =i + /\yk and Oél()\) = o] — )\yl s (8)

and find the single variabl® which maximizes our constrained optimization problem. c8ithe
constraints in Eq. (4) define a convex and bounded feasibléhseintersection of the linear equali-
ties in Eq. (8) with this feasible set restrictdo an interval. The objective function, as a function of
the single variable\, takes the formO(\) = PA? + Q) + ¢, wherec is a constant,

P = K(xp,x) — $K(xp,x5) — s K(x1,%0) » Q = (ye — f(xx)) — (i — f(x1))
and f is the current function in the RKHSf (= Y"1, a;4: K (x;,-)). Maximizing the objective

function in Eq. (4) with respect ta;, and«; is equivalent to maximizing(\) with respect to
A over an interval. P equals minus the Euclidean distance between the funcfiops,,-) and



K(x,-) in the RKHS, and is therefore a negative number. Theref6fe,) is a concave function
which attains a single (unconstrained) maximum. This maxincan be found analytically by

20(\) )
T =2PAEQ = A= : )

2P
If this unconstrained optimum falls inside the feasibleigl, then it is equivalent to the constrained
optimum. Otherwise, the constrained optimum falls on on#heftwo end-points of the interval.
Thus, we are left with the task of finding these end-points.ddaso, we consider the remaining
constraints:

0 =

Oék(/\) >0 Oék(/\) <C
0 ar(0) > 0 () () < C () ax(N) + () < BC =Y a; .
ik,
The constraints inl) translate to
yp=—-1 = A< yp=+1 = A>—ay
w=-1= A>—-q y=+1 = A<q . (20)
The constraints inlf) translate to
yp=—1 = A>aqp—C =41 = A<C—aq
w=-1= A2<C—-q =41 = A>q—-C . (12)
Constraint (/1) translates to
w=—1Ay=+1 = X2> %(ZlnlaifBC)
=+l ANy=-1 = A< (BC Zm ) . (12)

Finding the end-points of the interval that confilreamounts to finding the smallest upper bound
and the greatest lower bound in Egs. (10,11,12). This cdeslthe analytic derivation of the SMO
update for budgef>1-SVM.

L2-SVM on a budget Next, we use th€ — oo interpolation-norm with parametér= /B in
the Any-Norm-SVM framework, and obtain the budde2-SVM problem. Thm. 1 hints that setting
t = v/ B makes the — o interpolation-norm almost equivalent to restricting fheorm to the top
B elements in the vect@. The support size of the budgé®-SVM solution is strongly correlated
with the parameteB although the exact relation between the two is not as clebefise. Again
we begin with the dual formulation defined in Eq. (4), where tonstraini|a||* < C becomes
max{||&|l2, (1/vB)||&]1} < C. The intersection of this constraint with the other coristsadefines
a convex and bounded feasible set, and its intersectionthéttinear equalities in Eq. (8) defines
an interval. The objective function in Eq. (4) is the samee&feile, so the unconstrained maximum
is once again given be Eq. (9). To obtain the constrained maxi, we must find the end-points of
the interval that confines. The dual-norm constraint can be written more explicitly as

() ox(N) +as(N) < VBC =Y a () a2\ +of(V) < C*= Y of

i#k,l i#k,l

Constrain () is similar to the constraint we had in the buddet-SVM case, and is given in terms
of A by replacingB with /B in Eq. (12). Constraintl() is new, and can be written in terms bfs
A+ A8+ <0, wheres = agyr — auy andy = 3(3°1 | o? — C?). It can be written even more
explicitly as

3(=B+/B2—47) and A > (-F— /2 —4y) . 13)

In addition, we still have the constraint > 0, which is common to every instance of the Any-
Norm-SVM framework. This constraint is given in terms)ofn Eq. (10). Overall, the end-points
of the interval we are searching for are found by taking thalkst upper bound and the greatest

lower bound in Egs. (10,13) and Eq. (12) withreplaced by/B.
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Figure 1: Average test error of budgkt-SVM (left) and budgett2-SVM (right) for different
values of the budget parametBrand the pruning parameter(all but s weights ina are set to
zero). The test error in the darkest region is roughly 50%,iarhe lightest region is roughly 5%.

5 Experiments

Many existing solvers for the standafd-SVM problem define a positive threshold value close to
zero and replace every weight that falls below this thregkoth zero. This heuristic significantly
reduces the time required for the algorithm to converge.uinsetting, a more natural way to speed
up the learning process is to run the iterative SMO optindzaalgorithm for a fixed number of
iterations and then to keep only the largest weights, setting the — B remaining weights to
zero. This pruning heuristic enforces the budget condtraia brute-force way, and can be equally
applied to any kernel-machine. However, the natural qoe$tihow much will the pruning heuristic
affect the classification accuracy of the kernel-machiigapplied to. If our technique indeed lives
up to its theoretical promise, we expect the pruning heaaristhave little impact on classification
accuracy. On the other hand, if we train Ah-SVM and it so happens that the number of large
weights exceed®, then applying the pruning heuristic should have a dranre@ative effect on
classification accuracy. The goal of our experiments is toalestrate that this behavior indeed
occurs in practice.

We conducted our experiments using the MNIST dataset, wtociiains handwritten digits from
the 10 digit classes. We randomly generated 50 binary fileetsdon problems by first randomly
partitioning the 10 classes into two equally sized sets,thad randomly choosing a training set of
1000 examples and a test set of 4000 examples. The resuttagpelow are averaged over these
50 problems. Although MNIST is generally thought to induesyelearning problems, the method
described above generates moderately difficult learnisigsta

For each binary problem, we trained both tiid and the L2 budget SVMs withB =
20,40, ...,1000. Note that||€| & (1,00,3) grows roughly linearly with3, and that|\£HK(2,oo,\/§)
grows roughly like the square root &. To compensate for this, we s6t= 10/B in the L1 case
andC = 10/+v/B in the L2 case. This heuristic choice 6f attempts to preserve the relative weight
of the regularization term with respect to the norm term in &9, across the various values Bf

In all of our experiments, we used a Gaussian kernel with 1 (after scaling the data to have an
average unit norm). For each classifier trained, we prunexy al but thes largest weights, with

s = 20,40, ...,1000, and calculated the test error. The average test error fnyeshoice ofB
(the budget parameter in the optimization problem) afithe number of non-zero weights kept) is
summarized in Fig. 1. In practice,and B should be equal, however we letake different values
in our experiment to illustrate the characteristics of qopraach. Note that the test-error attained
by L1-SVM (without a budget parameter) ai@-SVM are represented by the top-right corners of
the respective plots.

As expected, classification accuracy for any valudaeteriorates as becomes small. However,
the accuracy attained bi1-SVM and L2-SVM can be equally attained using significantly less
support vectors.



6 Discussion

Using the Any-Norm-SVM framework with interesting normsabied us to introduce a budget
parameter to the SVM formulation. However, the Any-Normniework can be used for other
tasks as well. For example, we can interpolate betwee®VM and L2-SVM by using thel — 2
interpolation-norm. This gives the user the explicit dpito balance the trade-off between the pros
and cons of these two SVM variants. In [20] it is shown thatdéhexists a constamtsuch that,

T m 1/2
AVlixaawm < Simloil + V(i) < Ilkazym -

These bounds give some insight into how such an interpolatiould behave. Another possible
norm that can be used in our framework is the Mahalanobis rfsri = (v' Mv)'/2, whereM

is a positive definite matrix), which would define a loss fimictthat takes into account pair-wise
relationships between examples.

Regarding our experiments, the rule-of-thumb we used t@sfdhe parameter is not always
optimal. It seems preferable to tuggindividually for eachB using cross-validation.

We are currently exploring extensions to our SMO variant Wauld quickly converge to the sparse
solution without the help of the pruning heuristic. We argoatonsidering multiplicative update
optimization algorithms as an alternative to SMO.
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